MAKING SENSE OF STATISTICAL SIGNIFICANCE
Choosing a level of significance

· The purpose of a test of significance is to give a clear statement of the degree of evidence provided by the sample against the null hypothesis. The P-value does this. But sometimes you will make some decision or take some action if your evidence reaches a certain standard. 
· A level of significance 
[image: image1.wmf]a

 sets such a standard. 
· Making a decision is different in spirit from testing significance, though the two are often mixed in practice. 
· Choosing a level 
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 in advance makes sense if you must make a decision, but not if you wish only to describe the strength of your evidence. 
· If you use a fixed a significance test to make a decision, choose 
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 by asking how much evidence is required to reject Ho. 
· This depends mainly on two circumstances: How plausible is
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? If 
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 represents an assumption that the people you must convince have believed for years, strong evidence (small 
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) will be needed to persuade them. 
· What are the consequences of rejecting
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? If rejecting 
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 in favor of 
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 means making an expensive changeover from one type of product packaging to another, you need strong evidence that the new packaging will boost sales.
· The 5% level (
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 = 0.05) is particularly common. 

· There is no sharp border between "significant" and "insignificant," only increasingly strong evidence as the P-value decreases. 
· There is no practical distinction between the P-values 0.049 and 0.051. It makes no sense to treat 
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 = 0.05 as a universal rule for what is significant.
· When a null hypothesis ("no effect" or "no difference") can be rejected at the usual levels, a = 0.05 or a = 0.01, there is good evidence that an effect is present. But that effect may be very small. When large samples are available, even tiny deviations from the null hypothesis will be significant.
EXAMPLE 10.18

WOUND HEALING TIME
Suppose we're testing a new antibacterial cream, "Formulation NS," on a small cut made on the inner forearm. We know from previous research that with no medication, the mean healing time (defined as the time for the scab to fall off) is 7.6 days, with a standard deviation of 1.4 days. 
The claim we want to test here is that Formulation NS speeds healing. We will use a 5% significance level.

Procedure: We cut 25 volunteer college students and apply Formulation NS to the wound. The mean healing time for these subjects is 
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= 7.1 days. We will assume that 
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 = 1.4 days.

Step 1: Identify the population of interest and the parameter you want to draw conclusions about. 

We want to test a claim about the mean healing time 
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in the population of people who treat cuts with Formulation NS. 
Our hypotheses are
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: 
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 = 7.6            The mean healing time for cuts treated with 
                                  Formulation NS is 7.6 days.
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: 
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 < 7.6           The mean healing time for cuts treated with Formulation
                                 NS is less than 7.6 days. 
                                 Formulation NS reduces healing time.
Step 2: Choose the appropriate inference procedure. Verify the conditions for using the selected procedure. 

· Since we are assuming 
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= 1.4 days, we should use a one-sample z test. We are told that the 25 subjects participating in this experiment are volunteers, so they are certainly not a true SRS from the population of interest. 
· As a result, we may not be able to generalize our conclusions about Formulation NS to the larger population. Likewise, we do not know that the population of wound healing times with Formulation NS would be normally distributed. 
· Unless the population distribution is severely nonnormal, the sampling distribution of 7 based on samples of size n = 25 should be approximately normal. 
· We proceed with caution. 

Step 3: If the conditions are met, carry out the inference procedure. 

· If we assume 
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 is true, the probability of obtaining a sample of 25 subjects with a mean healing time at least as unusual as our sample is P(
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 < 7.1). 
· Standardizing, we find that 
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Step 4: Interpret your results in the context of the problem. 

· Since 0.0367 < 
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 = 0.05, we reject 
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 and conclude that Formulation NS's healing effect is statistically significant. 

· However, this result is not practically important. Having your scab fall off half a day sooner is no big deal. 

Some Notes:

· Remember the wise saying: Statistical significance is not the same thing as practical significance. 

· The remedy for attaching too much importance to statistical significance is to pay attention to the actual data as well as to the P-value. 
· Plot your data and examine them carefully. 
· Are there outliers or other deviations from a consistent pattern? A few outlying observations can produce highly significant results if you blindly apply common tests of significance. 
· Outliers can also destroy the significance of otherwise convincing data. 
· The foolish user of statistics who feeds the data to a computer without exploratory analysis will often be embarrassed. 
· Is the effect you are seeking visible in your plots? If not, ask yourself if the effect is large enough to be practically important. 
· It is usually wise to give a confidence interval for the parameter in which you are interested. 
· A confidence interval actually estimates the size of an effect, rather than simply asking if it is too large to reasonably occur by chance alone. 
· Confidence intervals are not used as often as they should be, whereas tests of significance are perhaps overused.

Statistical inference is not valid for all sets of data
Formal statistical inference cannot correct basic flaws in the design. Each test is valid only in certain circumstances, with properly produced data being particularly important. The z test, for example, should bear the same warning label that we attached on page 553 to the z confidence interval. Similar warnings accompany the other tests that we will learn.

EXAMPLE 10.19

PREDICTING SUCCESSFUL TRAINEES
You wonder whether background music would improve the productivity of the staff who process mail orders in your business. After discussing the idea with the workers, you add music and find a significant increase. You should not be impressed. In fact, almost any change in the work environment together with knowledge that a study is under way will produce a short-term productivity increase. This is the Hawthorn effect, named after the Western Electric manufacturing plant where it was first noted.
The significance test correctly informs you that an increase has occurred that is larger than would often arise by chance alone. It does not tell you what other than chance caused the increase. The most plausible explanation is that workers change their behavior when they know they are being studied. Your experiment was uncontrolled, so the significant result cannot be interpreted. A randomized comparative experiment would isolate the actual effect of background music and so make significance meaningful.

Most important:

Tests of significance and confidence intervals are based on the laws of probability. Randomization in sampling or experimentation ensures that these laws apply. Yet we must often analyze data that do not arise from randomized samples or experiments. To apply statistical inference to such data, we must have confidence in the use of probability to describe the data. The diameters of successive holes bored in auto engine blocks during production, for example, may behave like a random sample from a normal distribution. We can check this probability model by examining the data. If the model appears correct, we can apply the recipes of this chapter to do inference about the process mean diameter p. 

Always ask how the data were produced, and don't be too impressed by P-values on a printout until you are confident that the data deserve a formal analysis.

Beware of multiple analyses

Statistical significance ought to mean that you have found an effect that you were looking for. The reasoning behind statistical significance works well if you decide what effect you are seeking, design a study to search for it, and use a test of significance to weigh the evidence you get. In other settings, significance may have little meaning.
EXAMPLE 10.20

PREDICTING SUCCESSFUL TRAINEES

You want to learn what distinguishes managerial trainees who eventually become executives from those who, after expensive training, don't succeed, and who leave the company. You have abundant data on past trainees-data on their personalities and goals, their college preparation and performance, even their family backgrounds and their hobbies. Statistical software makes it easy to perform dozens of significance tests on these dozens of variables to see which ones best predict later success. Aha! You find that future executives are significantly more likely than washouts to have an urban or suburban upbringing and an undergraduate degree in a technical field. Before basing future recruiting on these findings, pause for a moment of reflection. When you make dozens of tests at the 5% level, you expect a few of them to be significant by chance alone. After all, results significant at the 5% level do occur 5 times in 100 in the long run even when 
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 is true. Running one test and reaching the 
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 = 0.05 level is reasonably good evidence that you have found something. 
· Running several dozen tests and reaching that level once or twice is not.
There are methods for testing many hypotheses simultaneously while controlling the risk of false findings of significance. But if you carry out many individual tests without these special methods, finding a few small P-values is only suggestive, not conclusive. The same is true of less formal analyses. Searching the trainee data for the variable with the biggest difference between future washouts and future executives, then testing whether that difference is significant, is bad statistics. The P-value assumes you had that specific difference in mind before you looked at the data. It is very misleading when applied to the largest of many differences.

Searching data for suggestive patterns is certainly legitimate. Exploratory data analysis is an important aspect of statistics. But the reasoning of formal inference does not apply when your search for a striking effect in the data is successful. The remedy is clear. Once you have a hypothesis, design a study to search specifically for the effect you now think is there. If the result of this study is statistically significant, you have real evidence.
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