INFERENCE AS DECISION
Tests of significance assess the strength of evidence against the null hypothesis. We measure evidence by the P-value, which is a probability computed under the assumption that 
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 is true. The alternative hypothesis (the statement we seek evidence for) enters the test only to help us see what outcomes count against the null hypothesis. 

· Using significance tests with fixed level
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, however, suggests another way of thinking. 
· A level of significance 
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chosen in advance points to the outcome of the test as a decision. 
· If our result is significant at level 
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, we reject 
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 in favor of 
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. Otherwise, we fail to reject 
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. 
· The transition from measuring the strength of evidence to making a decision is not a small step. 
· Many statisticians feel that making decisions should be left to the user rather than built into the statistical test. 
· A test result is only one among many factors that influence a decision. Yet there are circumstances that call for a decision or action as the end result of inference. Acceptance sampling is one such circumstance. 
· A potato chip manufacturer agrees that each batch of potato chips produced must meet certain quality standards. When a batch of chips is produced, a company employee inspects a sample of the chips. On the basis of the sample outcome, the company either accepts or rejects the entire batch of chips. 
· We will use acceptance sampling to show how a different concept -inference as decision- changes the reasoning used in tests of significance.
Type I and Type II errors
Tests of significance concentrate on 
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, the null hypothesis. If a decision is called for, however, there is no reason to single out 
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. There are simply two hypotheses, and we must accept one and reject the other. It is convenient to continue to call the two hypotheses 
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 and
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, but 
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 no longer has the special status (the statement we try to find evidence against) that it had in tests of significance. In the acceptance sampling problem, we must decide between
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: the batch of potato chips meets standards
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: the potato chips do not meet standards on the basis of a sample of potato chips. We hope that our decision will be correct, but sometimes it will be wrong.

There are two types of incorrect decisions. We can accept a bad batch of chips, or we can reject a good batch. Accepting a bad batch may upset consumers, whereas rejecting a good batch hurts the company. To distinguish these two types of error, we give them specific names.
If we reject 
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 ( accept 
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) when in fact 
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 is true, this is a Type I error.

If we accept 
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 ( reject 
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)  when in fact 
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 is true, this is a Type II error.
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Error probabilities

· We assess any rule for making decisions by looking at the probabilities of the two types of error. This is in keeping with the idea that statistical inference is based on asking, "What would happen if I used this procedure many times?"
· Significance tests with fixed level 
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give a rule for making decisions, because the test either rejects 
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 or fails to reject it. If we adopt the decision making way of thought, failing to reject 
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 means deciding that 
[image: image25.wmf]0

H

 is true. We can then describe the performance of a test by the probabilities of Type I and Type II errors.

EXAMPLE 10.21

ARE THESE POTATO CHIPS TOO SALTY?
The mean salt content of a certain type of potato chip is supposed to be 2.0 milligrams (mg). The salt content of these chips varies normally with standard deviation 
[image: image26.wmf]s

 = 0.1 mg. From each batch produced, an inspector takes a sample of 50 chips and measures the salt content of each chip. The inspector rejects the entire batch if the sample mean salt content is significantly different from 2 mg at the 5% significance level.

This is a test of the hypotheses  
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To carry out the test, the company statistician computes the z statistic 
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and rejects 
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if z < -1.96 or z > 1.96. 
A Type I error is to reject 
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when in fact 
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 = 2.

What about Type II errors? 
Because there are many values of 
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in
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, we will concentrate on one value. The potato chip company decides that any batch with a mean salt content as far away from 2 as 2.05 should be rejected. So a particular Type II error is to accept 
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when in fact 
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= 2.05.

Figure 10.20 shows how the two probabilities of error are obtained from the two sampling distributions of
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, for 
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 = 2 and for 
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= 2.05. When 
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= 2, 
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is true and to reject 
[image: image43.wmf]0

H

is a Type I error. When 
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= 2.05, 
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is true, and to accept 
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is a Type II error. Next, we will calculate these probabilities.
                 [image: image47.emf]
The two error probabilities for Example 10.21:
The probability of a Type I error (light shaded area) is the probability of rejecting
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: 
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= 2 when in fact 
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= 2. 
The probability of a Type I error is the probability of rejecting 
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when it is really true. This is the probability that |z|
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 1.96 when 
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= 2. But this is exactly the significance level of the test. The critical value 1.96 was chosen to make this probability 0.05, so we do not have to compute it again. The definition of "significance level 0.05" is that values of z this extreme will occur with probability 0.05 when 
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is true.

SIGNIFICANCE AND TYPE I ERROR
. 
The significance level 
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of any fixed level test is the probability of a Type I error. That is, 
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is the probability that the test will reject the null hypothesis 
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when 
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is in fact true.

The probability of a Type II error (dark shaded area) is the probability of accepting
[image: image59.wmf]0

H

, when in fact 
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= 2.05.
The probability of a Type II error for the particular alternative
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 = 2.05 in Example 10.21 is the probability that the test will accept 
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when 
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 has this alternative value. This is the probability that the test statistic z falls between -1.96 and 1.96, calculated assuming that 
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= 2.05. This probability is not 1 - 0.05 because the probability 0.05 was found assuming that 
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= 2. Here is the calculation for Type II error.

EXAMPLE 10.22

CALCULATING TYPE II ERROR

To calculate the probability of a Type II error: 

Step 1: Write the rule for accepting 
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in terms of 
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. 
This step does not involve the particular alternative 
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= 2.05. 
The test accepts 
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This is the same as 
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or, doing the arithmetic,
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Step 2: Find the probability of accepting 
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assuming that the alternative is true. Take 
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= 2.05 and standardize to find the probability.
    P (Type II error) = P (
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This error probability in terms of the sampling distribution of 
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when 
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= 2.05. The test will wrongly accept the hypothesis that 
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= 2 in about 6% of all samples when in fact 
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= 2.05.
How do we interpret the result of the calculations performed in Example 10.22? 
· The probability of 0.0571 tells us that this test will lead us to fail to reject
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: 
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= 2 for about 6% of all batches of chips with 
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= 2.05. 
· In other words, we will accept 6% of batches of potato chips so bad that their mean salt content is 2.05 mg. 
· Since we used 
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= 0.05 in our calculations, the probability of a Type I error is 0.05. 
· This means that our test will reject 5% of all good batches of potato chips for which 
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= 2. 
· Calculations of error probabilities help the potato chip manufacturer decide whether the test is satisfactory.

Power

A test makes a Type II error when it fails to reject a null hypothesis that really is false. 
· A high probability of a Type II error for a particular alternative means that the test is not sensitive enough to usually detect that alternative. 
· Calculations of the probability of Type II errors are therefore useful even if you don't think that a statistical test should be viewed as making a decision. 
· The language used is a bit different in the significance test setting. 
· It is usual to report the probability that a test does reject 
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when an alternative is true. 
· The higher this probability is, the more sensitive the test is.

	POWER: The probability that a fixed level a significance test will reject 
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when a particular alternative value of the parameter is true is called the power of the test against that alternative.

The power of a test against any alternative is 1 minus the probability of a Type II error for that alternative.




· Calculations of power are essentially the same as calculations of the probability of Type II error. 
· In Example 10.22, the power is the probability of rejecting 
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in step 2 of the calculation. It is 1 - 0.0571, or 0.9429. 
· Calculations of P-values and calculations of power both say what would happen if we repeated the test many times. 
· A P-value describes what would happen supposing that the null hypothesis is true. 
· Power describes what would happen supposing that a particular alternative is true. 
· In planning an investigation that will include a test of significance, a careful user of statistics decides what alternatives the test should detect and checks that the power is adequate. 
· The power depends on which particular parameter value in 
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we are interested in. 
· Values of the mean 
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that are in 
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but lie close to the hypothesized value 
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are harder to detect (lower power) than values of 
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that are far from
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. 
· If the power is too low, a larger sample size will increase the power for the same significance level
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. 
· In order to calculate power, we must fix an
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so that there is a fixed rule for rejecting
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. 
· We prefer to report P-values rather than to use a fixed significance level. 
· The usual practice is to calculate the power at a common significance level, such as 
[image: image100.wmf]a

 = 0.05, even though you intend to report a P-value.
EXAMPLE 10.23

EXERCISE IS GOOD

Can a 6-month exercise program increase the total body bone mineral content (TBBMC) of young women? A team of researchers is planning a study to examine this question. Based on the results of a previous study, they are willing to assume that 
[image: image101.wmf]s

= 2 for the percent change in TBBMC over the 6-month period. A change in TBBMC of 1% would be considered important, and the researchers would like to have a reasonable chance of detecting a change this large or larger. Is 25 subjects a large enough sample for this project?

We will answer this question by calculating the power of the significance test that will be used to evaluate the data to be collected. The calculation consists of three steps:

1. State 
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, 
[image: image103.wmf]a

H

, the particular alternative we want to detect, and the significance level 
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.

2. Find the values of 
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that will lead us to reject 
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.

3. Calculate the probability of observing these values of 
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when the alternative is true.

Step 1: The null hypothesis is that the exercise program has no effect on TBBMC. In other words, the mean percent change is zero. The alternative is that exercise is beneficial; that is, the mean change is positive. Formally, we have
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 > 0

The alternative of interest is 
[image: image112.wmf]m

= 1%. A 5% test of significance will be used.

Step 2: The z test rejects
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, at the 
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= 0.05 level whenever
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Be sure you understand why we use 1.645. Rewrite this in terms of 
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Because the significance level is 
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= 0.05, this event has probability 0.05 of occurring when the population mean 
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is 0.

Step 3: The power against the alternative 
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= 1% increase in TBBMC is the probability that 
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will be rejected when in fact 
[image: image123.wmf]m

= 1. We calculate this probability by standardizing
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, using the value 
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= 1, the population standard deviation 
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= 2, and the sample size n = 25. The power is

                       
[image: image127.wmf]÷

÷

÷

÷

ø

ö

ç

ç

ç

ç

è

æ

-

³

-

=

=

³

25

2

1

658

.

0

)

1

658

.

0

(

0

n

x

P

when

x

P

s

m

m


                                                                       = P ( Z 
[image: image128.wmf]³

 -0.855 ) = 0.80
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The figure illustrates the power with the sampling distribution of when 
[image: image130.wmf]m

= 1. This significance test rejects the null hypothesis that exercise has no effect on TBBMC 80% of the time if the true effect of exercise is a 1% increase in TBBMC. If the true effect of exercise is a greater percent increase, the test will have greater power; it will reject with a higher probability. High power is desirable. Along with 95% confidence intervals and 5% significance tests, 80% power is becoming a standard. Many U.S. government agencies that provide research funds require that the sample size for the funded studies be sufficient to detect important results 80% of the time using a 5% test of significance.

Increasing the power

Suppose you have performed a power calculation and found that the power is too small. What can you do to increase it? Here are four ways: 
· Increase
[image: image131.wmf]a

. A 5% test of significance will have a greater chance of rejecting the alternative than a 1% test because the strength of evidence required for rejection is less.
· Consider a particular alternative that is farther away from
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. Values of 
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that are in 
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but lie close to the hypothesized value 
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are harder to detect (lower power) than values of 
[image: image136.wmf]m

that are far from
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.
· Increase the sample size. More data will provide more information about so we have a better chance of distinguishing values of
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.
· Decrease 
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. This has the same effect as increasing the sample size: more information about
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. Improving the measurement process and restricting attention to a subpopulation are two common ways to decrease
[image: image141.wmf]s

.
Power calculations are important in planning studies. Using a significance test with low power makes it unlikely that you will find a significant effect even if the truth is far from the null hypothesis. A null hypothesis that is in fact false can become widely believed if repeated attempts to find evidence against it fail because of low power.
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