Inferences for Distributions
Inference for the Mean of a Population

· Confidence intervals and tests of significance for the mean 
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 are based on the sample mean
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.

· The sampling distribution of 
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 has 
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 as its mean.

· That is, 
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is an unbiased estimator of the unknown
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.

· The spread of 
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depends on the sample size and also on the population standard deviation
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.

· In the previous chapter we made the unrealistic assumption that the we knew the value of 
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. In practice, 
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is unknown.
· We must estimate 
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from the data even though we are primarily interested in 
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.

· The need to estimate 
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changes some details of tests and confidence intervals for 
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, but not their interpretation.

	Conditions for inference about a mean

· Our data are a simple random sample (SRS) of size n from the population of interest. 

· Observations from the population have normal distribution with mean 
[image: image15.wmf]m

and standard deviation 
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. 

· In practice, it is enough that the distribution be symmetric and single-peaked unless the sample is very small. 




Special Note
· Both 
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and
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 are unknown parameters.

· We estimate 
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with the sample standard deviation s.

· The sample mean 
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has the normal distribution with mean 
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 and standard deviation 
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· We estimate  
[image: image23.wmf]n

s

 with 
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. This quantity is called the standard error of the sample mean 
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.

· When the standard deviation of a statistic is estimated from the data, the result is called the standard error of the statistic. 

The t distribution

· When we know the value of 
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, we base confidence intervals and tests for 
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 on the one-sample z statistic
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· This z statistic has the standard distribution N(0,1)
· When we do not know
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, we substitute the standard error 
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 of 
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for its standard deviation 
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· This statistic that results does not have a normal distribution.

· It has a distribution that is new to us, called a t distribution.

· The spread of the t distribution is a bit greater than that of the standard normal distribution.

· The t distribution has more probability in the tails and less in the center than does the standard normal.
· This is true because substituting the estimate s for the fixed parameter 
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introduces more variation into the statistic.

· As the degrees of freedom k increase, the t(k) density curve approaches the N(0,1) curve ever more closely.
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· This happens because s estimates 
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more accurately as the sample size increases.

· So using s in place of 
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causes little extra variation when the sample is large.
The one-sample t procedures

Confidence Interval Procedure
· Assuming the conditions are met, a level C Confidence Interval for 
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· Where 
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 critical value for the t(n-1) distribution.

· This interval is exact when the population distribution is normal and is approximately correct for large n in other cases.

Hypothesis Testing Procedure 

· To test the hypothesis 
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based on an SRS of size n, compute the one-sample t statistic 
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· In terms of a variable T having the t(n-1) distribution, the P-value for a test of 
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· The P-values are exact if the population distribution is normal and are approximately correct for large n in other cases.

The Inference Toolbox 

· Step 1: Identify the population of interest and the parameter you want to draw conclusions about.

· Step 2: Choose the appropriate inference procedure. Verify the conditions for using the selected procedure. Include exploratory data analysis.

· Step 3: If the conditions are met, carry out the inference procedure. If the conditions are not met but you feel that they are close to the required specifications, make comments about it and explain why you are using this procedure to make inferences about the parameter.

· Step 4: Interpret your results in the context of the problem. Use the language of the question.

Matched Pairs t Procedures

· Comparative studies are more convincing that single-sample investigations.

· One common design to compare two treatments makes use of one-sample procedures.

· In a matched pairs design, subjects are matched in pairs and each treatment is given to one subject in each pair. 

· The experimenter can toss a coin to assign two treatments to the two subjects in each pair.

· These procedures are used to compare the responses to the two treatments in a matched pairs design.

· Apply the one-sample t procedures to the observed differences.

·  The parameter 
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 in a matched-pairs t procedure is the mean difference in the response to the two treatments within matched pairs of subjects in the entire population.
Robustness of t procedures

· The t confidence interval and test are exactly correct when the distribution of the population is exactly normal.

· No real data are exactly normal.

· The usefulness of the t procedures in practice therefore depends on how strongly they are affected by lack of normality.

· A confidence interval or significance test is called robust if the confidence level or P-value does not change very much when the assumptions of the procedure are violated.
· Because the tails of normal curves drop off quickly, samples from normal distributions will have very few outliers. 

· Outliers suggest that your data are not a sample from a normal population.

· Like 
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 and s, the t procedures are strongly influenced by outliers.

· Fortunately, the t procedures are quite robust against nonormality of the population when there are no outliers, especially when the distribution is roughly symmetric.
· Larger samples improve the accuracy of  P-values from the t distributions when the population is not normal.

· The main reason: The Central Limit Theorem.

· The t statistic is based on the sample mean 
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, which becomes more nearly normal as the sample size gets larger even when the population does not have a normal distribution.

· Always make a plot to check for skewness and outliers before you use the t procedures for small samples.

· For most purposes, you can safely use the one-sample t procedures when n 
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 15 unless an outlier or quite strong skewness is present.

	Except in the case of small samples
	The assumption that the data are an SRS from a population of interest is more important than the assumption that the population distribution is normal.



	Sample size less than 15
	Use t procedures if the data are close to normal. If the data are clearly nonnormal or if outliers are present, do not use t.


	Sample size at least 15
	The t procedures can be used except in the presence of outliers or strong skewness.



	Large samples
	The t procedures can be used for clearly skewed distributions when the sample is large, roughly n
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 40.



The Power of the t test

· The power of a statistical test measures its ability to detect deviations from the null hypothesis.

· In practice we carry out the test in the hope of showing that the null hypothesis is false, so higher power is important.

· The power of the one-sample t test against a specific alternative value of the population mean 
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 is the probability that the test will reject the null hypothesis when the mean has this alternative value.

· To calculate power, we assume a fixed level of significance, usually 
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 = 0.05.

· Calculation of the exact power of the t test takes into account the estimation of 
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 by s and is a bit complex.

· But an approximate calculation that acts as if 
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were known is usually adequate for planning a study.

· This calculation is very much like that for the power of the z test in the previous chapter.

Computing the power of the t test

· State the hypotheses
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      Define your variables

a) sample size, n 

b) estimated sample standard deviation, s

c) alternative 
[image: image64.wmf]m


d) define the significance level, 
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· Step 1: Write the rule for rejecting the 
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in terms of 
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In this step you need to find the t associated with the 
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and the df = n-1 and solve for 
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. Make sure you use the 
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 from the 
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· Step 2: The power is the probability of rejecting 
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assuming that the alternative is true.

In this step the 
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you found in step 1 is tested against the alternative mean, 
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Here, you need to define 
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= s and proceed with a z test.
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· A good interpretation for power: 

A true difference of  
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 points in the population mean scores will produce significance at the 
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level in P-value percentage of all possible samples.

Comparing Two Means

Comparing two populations or two treatments 
is one of  the most common
 situations encountered in statistical practice
· The goal of inference is: 

· To compare the responses to two treatments 
or

· To compare the characteristics of two populations.

· A two-sample problem can rise from a randomized comparative experiment that randomly divides subjects from one population into two groups and exposes each group to a different treatment.

· Comparing random samples separately selected from two populations is also a two-sample problem.

· Unlike the matched pairs designs studied earlier, there is no matching of the units in the two samples and the two samples can be of different sizes.

· Inference procedures for two-sample data differ from those for matched pairs.

     Comparing Two Population Means

· When both population distributions are symmetric, and especially when they are at least approximately normal, a comparison of the mean responses in the two populations is the most common goal of inference

	Conditions for Comparing Two Means



	We have two SRSs, from two distinct populations. The samples are independent. That is, one sample has no influence on the other. Matching violates independence. We measure the same variable for both samples.



	Both populations are normally distributed. The means and standard deviations of the populations are unknown.




The two population descriptions:

	Population
	Variable
	Mean
	Standard Deviation

	1
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The two samples descriptions:

	Population
	Sample size
	Mean
	Standard Deviation

	1
	
[image: image86.wmf]1

n


	
[image: image87.wmf]1

x


	
[image: image88.wmf]1

s



	2
	
[image: image89.wmf]2

n


	
[image: image90.wmf]2

x


	
[image: image91.wmf]2

s




T

To do inference about the difference 
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between means of the two populations, we start from the difference 
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between the means of the two samples.
Test of Significance for Two Sample Means
Inference Toolbox

· Step 1: Identify the population(s) of interest and the parameter(s) you want to draw conclusions bout. State hypotheses in words and symbols.

You can state the hypotheses in two different ways:
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· Step 2: Choose the appropriate inference procedure, and verify the conditions for using the selected procedure.

The natural estimator of the difference 
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  is the difference between the sample means 
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Facts about the sampling distribution of  
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· The mean of 
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· This means that  
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· In other words, the difference of the sample means is an unbiased estimator of the difference of the population means.

· The variance of the difference  is the sum of the variances of  
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· Note that the variances add. The standard deviations do not.

· If the two population distributions are both normal, we can standardize it to obtain a standard normal z statistic.
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· Whether an observed difference between two samples is surprising depends on the spread of the observations as well as on the two means. 
· Widely different means can arise just by chance if the individual observations vary a great deal.

· To take variation into account, we would like to standardize the observed difference 
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 by dividing by its standard deviation. 
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· This standard deviation gets larger as either the population gets more variable, 
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 or 
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increases. It gets smaller as the sample sizes 
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· Because we don’t know the population standard deviations, we estimate them by the sample standard deviations from the two samples. The result is the standard error, or estimated standard deviation, of the difference in sample means: 
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· When we standardize the estimate by dividing it by its standard error, the result is the two sample t statistic:
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· The statistic t has the same interpretation as any z or t statistic:
It says how far 
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is from its mean in standard deviation units.
· Unfortunately, the two-sample t statistic does not have a t distribution.

· A t distribution replaces a N(0,1) distribution when we replace just one standard deviation in a z statistic by a standard error.

· In this case, we replace two standard deviations by the corresponding standard errors.
· This does not produce a statistic having a t distribution.

· Nonetheless, the two-sample t statistic is used with t critical values in inference for two-sample problems.

Option 1: Use the procedures for t statistic with critical values from a t distribution and with degrees of freedom calculated from the data. This is a very accurate approximation to the distribution.
Option 2: Use procedures based on the statistic t with critical values from the t distribution with degrees of freedom equal t to the smaller of 
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-1 and 
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-1. These procedures are always conservative for any two normal populations.

· Most statistical software systems and TI-83/89 calculators use the two-sample t statistic with Option 1 for two-sample problems unless the user requests another method. 

· When using Option 2 procedures you should understand how they are conservative.

The two-sample t procedures

Confidence Intervals

· Draw an SRS of size 
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 from a normal population with unknown mean 
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· The confidence interval for 
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· This confidence interval has a level at least C no matter what the population standard deviations may be.
· Here the 
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Hypothesis Testing

· To test the hypothesis 
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, compute the two-sample t statistic
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· Use P-values or critical values for the t(k) distribution.

· The true P-value or fixed significance level will always be equal to or less than the value calculated from t(k) no matter what values the unknown population standard deviations have.

· These two-sample t procedures always err on the safe side, reporting higher P-values and lower confidence than are actually true. 

· The gap between what is reported and the truth is quite small unless the sample sizes are both small and unequal.

· As the sample size increase, probability values based on t with degrees of freedom equal to the smaller of 
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Robustness Again

· The two-sample t procedures are more robust than the one-sample t methods, particularly when the distributions are not symmetric.

· When the size of the two samples are equal and the two populations being compared have distributions with similar shapes, probability values from the t table are quite accurate for a broad range of distributions when the sample sizes are as small as 
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· When the two population distributions have different shapes, larger samples are needed.

· As a guide to practice, adapt the guidelines given for the use of one-sample t procedures to two-sample procedures by replacing “sample size” with the “sum of the sample sizes”, 
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· These guidelines err on the side of safety, especially when the two samples are of equal sizes.
· The two-sample t procedures are most robust against nonnormality in this case, and the conservative probability values are most accurate.

More Accurate levels in the t procedures
· The two-sample t statistic does not have a t distribution.

· Moreover, the exact distribution changes as the unknown population standard deviations 
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· Here is an excellent approximation,
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· This approximation is quite accurate when both sample sizes 
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 are 5 or larger.

The pooled two-sample t procedures

· Software output presents information for equal and unequal variances.

· The unequal variance procedure is our two-sample t procedure.

· This test is valid whether or not the population variances are equal.

· The other choice is a special version of the two-sample t statistic that assumes the two populations have the same variance.

· This procedure averages (the statistical term is “pools”) the two sample variances to estimate the common population variance.

· The resulting statistic is called the pooled two-sample t statistic.

· It is equal to our t statistic if the two sample sizes are the same, but not otherwise.

· We could choose to use the pooled t for both tests and confidence intervals.

· The pooled t statistic has the advantage that it has exactly the t distribution with 
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-2 degrees of freedom if the two population variances really are equal.

· Of course, the population variances are often not equal. 

· Moreover, the assumption of equal variances is hard to check from the data.
· The pooled t was in common use before software made it easy to use the accurate approximation to the distribution of our two-sample t statistic.
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